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SOFTWARE STRATEGIES

THE RUSH IS ON!
THERE'S GOLD IN THEM

THERE DATABASES

BY MARTY WEIL, CONTRIBUTING EDITOR

Ojcr the years, many organizations have been generating and collecting huge vol-
umes of data that they use in daily operations. How much data? Well, imagine a
database containing all of the books in the Library of Congress. Now, imagine 10 such
libraries in one corporate database. The challenge is to fully capitalize on the value of all of
this data by unearthing golden nuggets of information—precisely why today’s market-savvy
companies are turning to datamining.

According to Evangelos Simoudis, vice president datamining and decision support solu-
tions, worldwide decision support solutions unit at IBM’s Almaden Research Center in San
Jose, Calif., datamining is the process of extracting valid, previously unknown, and ulti-
mately comprehensible information from large (and small) databases, and using that infor-
mation to make crucial business decisions. It is quickly being recognized as an essential busi-
ness intelligence tool; a necessary ingredient in discovering the information needed to
improve a company’s market presence and differentiate its products and services in today’s
global marketplace.

In addition to business intelligence, forward-thinking companies are looking at datamin-
ing as a means of increasing manufacturing intelligence. Datamining tools can search large
amounts of statistical process control (SPC) data, for example, to identify correlations not
easily seen with traditional graphing techniques. Similarly, past customer data can be used
to more accurately predict production schedules and inventory levels.

Datamining consists of a number of operations, each of which is supported by a variety
of techniques (see sidebar: “Mining for Fun and Profit,” page 51). Currently, there are two
different datamining approaches, “verification-driven” and “discovery-driven.” In the first
case, a researcher might have a hunch or hypothesis about the data he would like to test. In
the second case, there are no preconceived notions; the program is asked to find all the sig-
nificant patterns in the data, some of which may be news to the researcher. Both types of
datamining have subcategories that are applied in specific situations.

“Datamining is a process for discovering new information or relationships in large data
repositories,” says Gregory Piatetsky-Shapiro, principal member of technical staff at GTE
Laboratories in Waltham, Mass, who prefers the phrase “knowledge discovery in databases”
over datamining. “It’s used in the retail, banking, and insurance industries, among others.
Datamining is not a magic bullet, but it can produce good results—like any technology, it is
never guaranteed to work in every application.”

How different, really, is datamining from widely used conventional database query tools
and statistical packages?

“Conventional query tools are used to answer relatively straightforward questions that
require retrieval or some simple processing, such as computing an average, of the data,”
says Ad Feelders, consultant at Data Distilleries (Amsterdam, The Netherlands).

“Datamining, on the other hand, induces general patterns and trends from the data that
may be new and unexpected to the user. Conventional statistical techniques are normally
used to verify a specific hypothesis about the relation between two or more attributes. It
requires the user to make linear assumptions about the form of this relationship. In

AUGUST 1996

-;uché assumptions  are
required—the mining algorithm determines
which attributes are relevant and which form
of relationship is supported by the data.”

WHY MINE?

“Virtually every large company has builtor isin _
the process of building a data warehouse,” says
J. Mena, president of Icebreaker Data Mining
Services in Alameda, Calif. “Companies are min-
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y changing business environment. The dis-
rof information found hidden in internal
rate and customer databases can reveal
a firm didn’t know it had.”
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